Artificial Intelligence

Fall 2007
Homework #1

(1) In class, we discussed the following properties of task environments:

(i) fully observable versus partially observable

(ii) deterministic versus stochastic (or strategic)

(iii) episodic versus sequential

(iv) static versus dynamic (or semi-dynamic)

(v) discrete versus continuous

(vi) single agent versus multi-agent

Consider AI agents for the following task environments and, for each, discuss to which of the above categories each belongs (explain any answers that are not obvious).

Also state whether an intelligent agent would base its decisions on only the current percept or the entire percept history (explain your answer).

(a) A spam filter that filters likely spam e-mail into a separate junk mail folder
(b) Hit Song Science (this product is used by the recording industry to predict whether or not a song is likely to become a hit)

(c) A non-player character (NPC) in a complex, graphical, virtual video game world (i.e., a player controlled by a computer program as opposed to an actual human player)
(d) A system that uses optical character recognition (OCR) to translate a scanned image of printed handwriting into text for a text editor
(2) Consider the Missionaries and Cannibals problem mentioned in R&N Problem 3.9.  (You are not going to be answering the questions asked in the textbook, however.)  Note that any potential move that would lead to a state in which cannibals outnumber missionaries on either side of the river, even for a moment, is illegal, and thus is not a valid move.  It is legal, however, to have cannibals without missionaries on one side of the river.  Assume that the goal of the problem is to have everyone cross the river in as few steps as possible (i.e., we are dealing with unit step costs).
(a) Formalize the problem by explaining a succinct way to represent a state in the problem's state space.

(b) Consider the state space to be a tree (i.e., do not detect repeated states); draw the first three levels (including the root, the nodes at depth 1, and the nodes at depth 2) of the state space tree using your formalization from part (a).

(c) What is the maximum branching factor of the tree?  What is the depth of the tree?

(d) Consider the uninformed searches BFS, DFS, and iterative deepening; which are complete and which are optimal?

(e) Might it be better to consider the state-space to be a graph (i.e., to detect repeated states)?  Explain your answer.

(f) Propose any consistent and admissible heuristic that might be used to help solve this problem more efficiently.

(g) Using your proposed heuristic from part (e), show how A* search would evaluate each of the nodes depicted in part (b).

(h) Solve the problem and express your solution using your formalization from part (a).  (You do not have to show your work; just express all states along the path from the initial state to the goal.)
